
CLOSED-FORM REWARD CENTROIDS
FOR INVERSE REINFORCEMENT LEARNING

FILIPPO LAZZATI AND ALBERTO MARIA METELLI
{filippo.lazzati, albertomaria.metelli}@polimi.it

This work was funded with the contribution of Ministero dell’Università e della ricerca pursuant to D.D. n. 7206 of 17 April 2025 - BANDO FIS 2. Project FIS-2023-02598 (Starting Grant), title: “Unified Learning from Diverse Human Feedback” (HUmLrn). CUP: D53C25000710001.

MOTIVATION AND CONTRIBUTIONS

MOTIVATION
• Transferring behavior to new environments
• IRL is an ill-posed problem (Ng et al., 2000)

CONTRIBUTIONS

• Novel unbiased criterion for reward selection
• Closed-form expression
• Provably efficient algorithms

PROBLEM SETTING

FEASIBLE SETS

ROPT,S
M,πE

:=
{
r : πE(s) ∈ argmaxa Q

∗(s, a; r)∀s ∈ S
}

RMCE,S
M,πE

:=
{
r : πE(a|s) ∝ e

1
λQ∗

λ(s,a;r) ∀s ∈ S,∀a
}

RBIRL,S
M,πE

:=
{
r : πE(a|s) ∝ e

1
βQ∗(s,a;r) ∀s ∈ S,∀a

}
PROBLEM FORMULATION

• Given DE ∼ πE

• Given m ∈ {OPT,MCE,BIRL}
• Find:

π̂∗ ∈ argmin
π′∈Πc,k

(
max

π∈Πc,k

V π(s′0; rE)− V π′
(s′0; rE)

)
,

where Πc,k = {π ∈ Π : V π(s′0; c) ≤ k}.

EXISTING METHODS

“BEST-CASE” METHODS
(Ziebart et al., 2008)

Min suboptimality for any r from the feasible set:

π̂B ∈ argmin
π′∈Πc,k

min
r∈Rm

M,πE

(
max

π∈Πc,k

V π(s′0; r)− V π′
(s′0; r)

)
“WORST-CASE” METHODS
(Lazzati and Metelli, 2026)

Min suboptimality for worst r ∈ R = [−1,+1]SA

π̂W ∈ argmin
π′∈Πc,k

max
r∈Rm

M,πE
∩R

(
max

π∈Πc,k

V π(s′0; r)−V π′
(s′0; r)

)
“ON-AVERAGE” METHODS

(Ramachandran and Amir, 2007)
Min average suboptimality w.r.t. w : RSA → [0, 1]

π̂w ∈ argmin
π′∈Πc,k

∫
Rm

M,πE

w(r)
(
max

π∈Πc,k

V π(s′0; r)−V π′
(s′0; r)

)
dr

LIMITATIONS OF EXISTING METHODS

• “Best-Case” Methods → Overly optimistic in practice (Finn et al., 2016)
• “Worst-Case” Methods → Too conservative and computationally inefficient
• “On-Average” Methods → Biased in the space of policies for common w(r) := 1 if r ∈ R = [−1,+1]SA else 0

Proposition 1 There exists an MDP\RM and two deterministic policies π1, π2 ∈ Π such that: vol
(
R ∩ ROPT,S

M,π1

)
̸=

vol
(
R ∩ROPT,S

M,π2

)
.

Proposition 2 There exists an MDP\RM and two stochastic policies π1, π2 ∈ Π such that, for all m ∈ {MCE,BIRL}:
vol

(
R ∩Rm,S

M,π1

)
̸= vol

(
R ∩Rm,S

M,π2

)
.

R

Rm,S
M,π1 Rm,S

M,π2

Rm,S
M,π1

Rm,S
M,π2Rm

M

OUR APPROACH

NOVEL PRIORS OVER REWARDS

ROPT
M := {r ∈ RSA | ∀π ∈ Π∗(r),∀s, a : |V π(s; r)| ≤ COPT

1 kπ ∧ |Aπ(s, a; r)| ≤ COPT
2 },

RMCE
M := {r ∈ RSA | ∀s, a : |V ∗

λ (s; r)| ≤ CMCE
1 ∧ |A∗

λ(s, a; r)| ≤ CMCE
2 },

RBIRL
M := {r ∈ RSA | ∀s, a : |V ∗(s; r)| ≤ CBIRL

1 ∧ |A∗(s, a; r)| ≤ CBIRL
2 },

Proposition 3 (Close to hypercube) Let M be any MDP\R . For some choices of the constants, then, for any m ∈
{OPT,MCE,BIRL}: R ⊆ Rm

M ⊆ [−ρCm
1 − Cm

2 ,+ρCm
1 ]SA.

Proposition 4 (No bias)
• For any MDP\RM and any pair of deterministic policies π1, π2 ∈ Π, it holds that: vol(ROPT

M ∩ROPT,S
M,π1

) = vol(ROPT
M ∩

ROPT,S
M,π2

).

• For any MDP\RM and any pair of stochastic policies π1, π2 ∈ Π such that π1(a|s) ≥ πmin and π2(a|s) ≥ πmin in
every s, a, if CMCE

2 ≥ λ log(1/πmin), then: vol(RMCE
M ∩RMCE,S

M,π1
) = vol(RMCE

M ∩RMCE,S
M,π2

).

• For any MDP\RM and any pair of stochastic policies π1, π2 ∈ Π such that π1(a|s) ≥ πmin and π2(a|s) ≥ πmin in
every s, a, if CBIRL

2 ≥ β log(1/(Aπmin)), then: vol(RBIRL
M ∩RBIRL,S

M,π1
) = vol(RBIRL

M ∩RBIRL,S
M,π2

).

CLOSED-FORM EXPRESSIONS AND ALGORITHMS

Algorithm 1: OPT
Input: Data DE

Ŝ ← visited states
Ẑ ←

visited state-action pairs
r̂OPT(s, a)←

1 if (s, a) ∈ Ẑ
1

A
if s /∈ Ŝ

0 otherwise
Return r̂OPT

Algorithm 2: MCE
Input: Data DE , parameter π′

min

N(s, a)← first-time state-action
counts

N(s)←
∑

a∈A N(s, a)

π̂(a|s)← max
{
π′
min,

N(s, a)

max{1, N(s)}
}

r̂MCE(s, a)← log π̂(a|s)
Return r̂MCE

Algorithm 3: BIRL
Input: Data DE , parameter π′

min

N(s, a)← first-time state-action
counts

N(s)←
∑

a∈A N(s, a)

π̂(a|s)← max
{
π′
min,

N(s, a)

max{1, N(s)}
}

r̂BIRL(s, a)←log
π̂(a|s)

maxa′ π̂(a′|s) if N(s) > 0,

log π′
min if N(s) = 0.

Return r̂BIRL

SAMPLE COMPLEXITY ANALYSIS

Theorem 5 Let δ ∈ (0, 1) and H ≥ S. If πE is deter-
ministic, then, with probability at least 1 − δ, it holds
that r̂OPT = rOPT

M,πE
provided that:

NH ≥
H log

|SM,πE
|

δ

pmin,H
M,πE

.

where pmin,H
M,πE

is the minimum probability with which
πE visits any state in its support in the first H steps.

Theorem 6 Let ϵ, δ ∈ (0, 1) and H ≥ S. If CMCE
2 ≥

λ log(1/πmin) and πmin ≥ π′
min, then, with probability

1− δ, we have ∥r̂MCE − rMCE
M,πE

∥∞ ≤ ϵ provided that:

NH ≥
H log2 4SA

δ

pmin,H
M,πE

· 16

ϵ2π′
min

.

Theorem 7 Let ϵ, δ ∈ (0, 1) and H ≥ S. If if CBIRL
2 ≥

β log(1/(Aπmin)) and πmin ≥ π′
min, then, with proba-

bility 1 − δ, we have ∥r̂BIRL − rBIRL
M,πE

∥∞ ≤ ϵ provided
that:

NH ≥
H log2 8SA

δ

pmin,H
M,πE

· 33

ϵ2π′
min

.

OPEN QUESTIONS

• How to scale in a provably efficient manner to
large/continuous state-action spaces?

• Empirical study in real-world environments, e.g.,
financial domains

• Simulations to compare practical (e.g., deep) imple-
mentations of RS-BC with vanilla BC
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